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Confirmation Bias and Group Learning: an Agent Based Model
Nathan Gabriel, Emory University and Cailin O’Connor, University of California, Irvine
The advent of social media and the widespread rise of online misinformation have brought new attention to the sometimes imperfect ways that humans reason about evidence. Reasoning biases identified by psychologists have received scrutiny as causal factors in the uptake and spread of bad information. One key focus is confirmation bias—the bias whereby individuals are more likely to seek out, engage with, and ultimately trust information that confirms the beliefs they already hold, and to resist disconfirming data. It has been lamented as one of the most harmful individual reasoning biases (Festinger et al., 2017; Anderson et al., 1980; Johnson and Seifert, 1994; Lewandowsky et al., 2012), as a source of polarization (Taber and Lodge, 2006; Lilienfeld et al., 2009), and as promoting online phenomena that negatively impact public belief, like echo chambers and filter bubbles (Pariser, 2011; Conover et al., 2011; Sunstein and Sunstein, 2018; Chitra and Musco, 2020; Holone, 2016; Sunstein and Sunstein, 2018; Nikolov et al., 2015).
In light of these harms, it seems reasonable to ask whether confirmation bias is merely an error, or whether it provides mitigating benefits. One relevant line of thought focuses on its benefits to group learning. Philosophers of science for decades have argued that there are benefits to irrational intransigence or dogmatism in science because these tendencies can promote progress by prompting disagreement and argumentation (Popper, 1975; Kuhn, 1977; Solomon, 1992, 2007).  Dogmatic scientists, the thinking goes, will argue with and challenge each other, and ultimately develop a better understanding of the world.  Notably, confirmation bias increases dogmatism by making people less sensitive to evidence refuting their beliefs.
More recently psychologists Mercier and Sperber (2017) have argued that confirmation bias may have actually evolved to improving reasoning at the level of human groups by increasing dogmatism. Disagreements force individuals to develop good arguments for their positions and thus put a group in a position to better adjudicate the quality of various options. So, what seems to be a harmful individual bias may actually be beneficial for group-level decision-making. Relatedly, both Mayo-Wilson et al. (2011) and Smart (2018) argue that irrational individuals sometimes can form highly successful learning groups.
Several years ago, we wrote a paper that developed agent-based models designed to investigate the impacts of confirmation bias on group learning (Gabriel & O’Connor, 2024). In the current chapter we present a version of this model in detail. Since the main goal of this volume is to present pedagogical materials for agent-based modelers, we limit attention to just part of our larger investigation. We show how, surprisingly, a moderate level of confirmation bias actually improves group learning. This happens because groups with confirmation bias learn more slowly than those without, and they spend more time investigating a greater variety of options. As a result, these groups tend to settle on a better choice in the end.
This said, while we do not present these results here, in our original paper we also show how too much confirmation bias is ultimately harmful. If individuals are too resistant to evidence that counters their current beliefs, they are unable to abandon those beliefs when they are bad. The result is long term polarization and failed group learning. Thus, the models reveal potential trade-offs for confirmation bias, where some might help group learning, while too much might cause harm.
The base model we employ was originally developed by Bala and Goyal (1998) to study learning in groups. It has been used extensively since, especially in philosophy of science (Zollman, 2013; O’Connor, 2023).  This type of model involves a group of agents who collectively learn to solve what is called a multi-armed bandit problem. A bandit is simply another name for a slot machine. In this case, however, the slot machine has more than one arm, and each arm pays off at a different rate. The goal is to learn which arm pays off at the highest rate. The problem is that no amount of data (trial successes and failures) can conclusively reveal which arm is truly best. Thus, agents face a classic explore-exploit trade-off: deciding how and when to stop exploring different options and settle on one that they believe (but cannot know for sure) is best.
Agents in this type of model start with an initial set of beliefs about the success rate of various actions (i.e., how often they will be rewarded when pulling each different bandit arm). These could be simple credences or more complex belief structures. Then, on each round of the simulation, each agent tests one of the arms by (computationally) pulling it some number of times, keeping track of how often that arm actually pays off. Their choice of which arm to pull is usually guided by their beliefs about which is best. For example, Zollman (2007) assumes fully myopic agents who always test the arm they predict will yield the best payoff. Agents learn from the data gathered in these tests, updating their beliefs concerning which arm is best in an ideally rational (i.e., Bayesian) manner.
Importantly, when agents work collectively on a multi-armed bandit problem, they update their beliefs about which arm is best based on both the data they gather themselves and on the data gathered by others in their group (see Methods section for details). Agents working together as a group in this way tend toward consensus. This occurs because if Agent 1 prefers and tests arm A, while Agent 2 prefers and tests arm B, and B in fact is better, eventually Agent 1 will also learn to prefer B, because Agent 1 has access to Agent 2’s testing data. But learning failures do sometimes occur; they happen when the entire group encounters misleading data, comes to prefer a worse option, and stops testing better ones.
This base model provides a set of results—concerning the rate at which groups are likely to come to accurate versus inaccurate consensus about which bandit arm is best—that track what occurs when group members learn rationally. But of course, real people are not always entirely rational. What happens if the model is modified to take account of their irrationality?  What happens, for example, if each group member exhibits confirmation bias? Does their group take more or less time to reach consensus? Is the consensus more or less likely to be accurate? Below we describe the details of a modified model that explores these questions.
Method
Agents in our model engage with a simple bandit problem where there are just two arms—A (an acceptable option) and B (the better one). The probability of payoff for selecting arm B is pB = .5 and the probability of payoff for arm A is pA = .5 − ϵ. For simplicity, in this paper we consider only ϵ = .001.[footnoteRef:1] We extend the base model described above by adding confirmation bias. Agents are more likely to update on evidence that accords with their current beliefs, and to reject evidence that does not (more on this shortly).   [1:  	This may seem like a very small difference between the two arms. But the two-armed bandit is a relatively easy problem. To represent hard problems—the sorts of problems real humans struggle to solve—requires looking at versions of the model that are actually hard.  Other models throughout the literature use similar values.] 

Agents and Their Beliefs
We assume a group of N agents characterized by their beliefs, and by a set of dynamics that specify their behavior in each round (see below). In forming their beliefs about the bandits they explore, agents track the number of past successes (α) and failures (β) observed in the entire group for each of the two arms.  Beliefs are updated as new data is observed—by adding the number of new successes to α and failures to β.  An agent’s expected payoff for an arm is calculated as α/(α+ β). 
A rational agent tracking these past success rates will have probabilistically consistent beliefs about how likely it is that each arm has any possible payoff rate.  These beliefs form what is called a beta distribution. This is a distribution from 0 to 1 where the values are likelihoods, for that agent, that the arm in question pays off at that rate.  Each agent then has two beta distributions, one for arm A and one for arm B, that are each specified by parameters α and β. 
The specific form and formulas of these distributions do not matter much for the current project (though interested readers can see our original paper).  What matters for us is that a beta distribution where no data has been gathered (α = β = 0) will be perfectly flat since the agent has no evidence bearing on the success rate of the arm in question.  As more data is gathered, each distribution will tend to become more and more tightly peaked around the true value of the bandit arm.
In our model, when agents are first created, their beliefs (their two beta distributions) are randomly initialized.  This is done by randomly selecting α and β from the range 0-4. This creates diversity among agents as to which arm they initially prefer but still allows for flexible learning since values in this range correspond to a very small number of prior trials of the arms.  Thus, we test learning starting with a number of different initial beliefs and behaviors in the group, but where the group can learn relatively quickly from data. 
Incorporating Confirmation Bias
When agents exhibit confirmation bias, they do not necessarily update on the test results reported by every other agent. Instead, they update on results that seem more likely given their current beliefs.  When each agent observes a new data set, we draw on their beliefs to calculate λ—their perceived probability that those results would occur given their current beliefs.  For example, if an agent has seen a great deal of past data where A was highly successful, a new test of A with a low success rate will seem unlikely to them given their current beliefs.   This probability, λ, is given by what is called a beta-binomial probability mass function which takes an agent’s current α and β for some arm as input and calculates the probability of s successes in n trials as output.  In the model’s Code tab, we show how to calculate this value in NetLogo.[footnoteRef:2] [2:  	The beta-binomial probability mass function is:


With , where X is equal either to action A or B, and where α and β are the receiving agent’s current beta parameters for action X, n is number of trials, and s is number successes. See Johnson et al. (2005, 282) or Gupta and Nadarajah (2004, 425).] 

In order to test the effects of stronger vs. weaker confirmation bias in this model, we use an “intolerance parameter,” t.  This allows us to scale up and scale down how intransigent agents are in the face of unlikely data.  Once λ is calculated, agents raise it to the power of t. So, their probability of updating on a given set of data reported by another agent is: paccept = λt. The parameter t represents the strength of their confirmation bias, which is presumed to be equal across agents. If t = 0, then it is always the case that paccept = 1, and there is no confirmation bias—agents accept and update on any and all data they observed or receive. By contrast, if t = 1, then paccept = λ, and confirmation bias is quite strong—agents rarely update.[footnoteRef:3]  For intermediate values of t, agents show more limited confirmation bias. We consider t in the range from 0 to .75.  To give an example, suppose that λ = .1.  If t = .25, then paccept = .56.  If t = .5, then paccept = .32.  And if t = .75, then paccept = .17.   [3:  	As noted below, each test entails 1,000 data points (pulls of a given bandit arm).  Any one of the possible 1,001 success/failure outcomes from such a test, by itself, is unlikely, and for those that are particularly unlikely given an agent’s current beliefs, the probability of updating is especially low.] 

Agent Decision Rules
Agents make two types of decisions in this model.  The first is which arm to test.  This is made by comparing the expected value of A to the expected value of B (by comparing α/(α+ β) for the two arms), and choosing the one with higher expected value.[footnoteRef:4] [4:  	In the knife’s edge case where they have equal expected value, we assume they test B.  This choice has no noticeable impact on study outcomes.] 

The second decision is whether to accept any particular packet of data (i.e. the results from the last arm tested) from another group member.  This decision is made probabilistically using paccept and depends on how likely that data is for any agent given their current beliefs.  Each agent makes a decision about whether or not to accept and update on the data received from each of the other group members (N-1 decisions) in each round.  Agents always update on their own data.
Agent Action and Interaction
In each round of simulation each agent performs a series of actions.  First, they calculate which arm has the higher expected value.  Second, they test this arm by “pulling” it n times, with n = 1,000.  Third, all agents share all data gathered with the entire group.  And last, all agents update their beliefs.  This involves adding newly gathered successes to α and failures to β for each arm.  When agents employ confirmation bias they do not update on all data shared.  Rather, they update only on the data they accept, as specified above.
Process Overview and Scheduling
Simulations proceed in a set number of rounds (or ticks). Each round involves two stages. During testing, each agent, in random order, tests the arm that, for them, has the higher expected value by “pulling” that arm 1,000 times.  In the code, this actually entails drawing numbers from a random number generator in a way that produces successes at a rate equal to pA if they are testing arm A, and pB if they are testing arm B.  During updating agents update their beta distributions based on their own results and (potentially) on the results generated by each of the other members of their group.  This is carried out by having each agent update first on their own data, and then considering, in random order, the N-1 packets of data shared by the other group members.  For each shared packet, the agent decides whether to accept it, updates on that packet if accepted, and then moves on.  This process proceeds until all agents have decided whether to update on all data generated that round. 
Output Variables
This model always eventually converges to a consensus state where all agents hold the same belief, either correct or incorrect. That is, either they all prefer and test arm A, and hold inaccurate beliefs about B (i.e., that its average payoff is less than A), or they all prefer and test arm B, and correctly believe that A has a lower payoff.[footnoteRef:5] [5:  	Note that in this second outcome, agents may have inaccurate beliefs about A, for example that its expectation is pA = .45, which are never improved because they do not test A. But they have an accurate belief about which arm is better, and thus take successful actions.] 

For each combination of model parameters tested, we ran 1,000 simulations (so, 1,000 simulated groups) long enough for nearly all of them to converge to one of these states and then recorded how often groups reached a correct vs. incorrect consensus.[footnoteRef:6] This allows us to test how confirmation bias impacts long term group accuracy. We also measured, at intervals of 1,000 rounds (ticks), what proportion of the simulations had reached consensus in order to show how confirmation bias impacts learning speed. [6:  	For the base model (t = 0), we ran simulations for 104 ticks; this allowed all simulations to reach consensus. For t = 0.25 and t = 0.5, we ran simulations for 2×104 ticks; this allowed more than 99% of simulations to reach consensus. For t = 0.75, we ran simulations for 3×104 ticks; this allowed greater than 95% of simulations to reach consensus. We know from simulations in Gabriel and O’Connor (2024) that extending simulation length until all simulations reach consensus does not qualitatively change the results that we report here and is significantly more computationally costly.] 

In Table 1 we summarize the parameters we consider for this model and provide (in boldface) the actual variable names used in the model’s code.
Results
As noted, the central result of interest is the paradoxical finding that increases in confirmation bias improve group learning in this model. In particular, increasing the intolerance parameter t, increases the rate at which the group learns to prefer and pull the better arm B. This effect is consistent for variations in group size, N (and, indeed, for other parameter changes, though we do not consider these in this chapter).
Figure 1 shows this effect. As t increases, the rate at which groups converge to an accurate consensus also increases. We have already briefly described the reason for this outcome. Groups fail when all agents start selecting arm A and abandon tests of B that would eventually show its superiority. Confirmation bias reduces the chance of failure by increasing intransigence, thus promoting a longer period of exploration across the group. Agents who prefer B, and who engage in confirmation bias, generally require more data before switching to A since they are resistant to data sets where B is unsuccessful.  As a result, failure—where all agents switch to testing A—is less likely to occur.  Instead, the group typically tests both options for a significant period of time, and eventually all agents are convinced by the data that B is superior. 
A downside of this effect is that confirmation bias slows group convergence. Figure 2 shows the proportion of simulations that reached consensus over time for different levels of t. As is clear, this number decreases with t.  This occurs because confirmation bias slows learning by making agents more resistant to data.  Depending on the goals of the group, then, the potential benefit of confirmation bias may be outweighed by increased difficulty in coming to consensus. For instance, if a group is facing multiple options and needs to settle on a decent one for the purposes of action, it may be better to reduce intransigence, even though this also reduces the chance of finding the optimal outcome. On the other hand, if a group wants to optimize long-term payoffs, intransigence may help.
Discussion
	It is clear from empirical investigation that confirmation bias harms individual learning in various ways. Individuals engaging in confirmation bias fail to appropriately respond to new evidence and information, and, as a result, can end up making bad decisions (Festinger et al., 2017; Anderson et al., 1980; Johnson and Seifert, 1994; Lewandowsky et al., 2012). And, as noted, confirmation bias has been implicated in online epistemic failures—algorithms learn to offer up only friendly information to their human users, and these same human users choose live online interaction partners who echo their own opinions back to them, potentially leading to polarization and extremization.
At the same time, converging lines of theorizing and evidence suggest confirmation bias may not be entirely harmful.  As suggested by the model presented here, confirmation bias may play a positive role in group learning in line with those theorized by philosophers of science and psychologists.  Several recent papers have found similar results in models that incorporate mechanisms similar to confirmation bias into group learning (Boroomand and Smaldino, 2023; Walker et al., 2021; Baccini et al., 2023). This adds robustness to the possibility that confirmation bias may sometimes play a beneficial role in group learning.  In addition, Smaldino et al. (2024) argues that this is part of a more general phenomenon whereby mechanisms that maintain diversity of belief in human groups—including, for example, reduced communication, diverse search strategies, and intergroup mistrust—also improve learning.  These different mechanisms lead groups to test a variety of options more thoroughly, preventing lock-in on suboptimal outcomes, and improving group learning as a result.
As noted, though, confirmation bias slows learning. This too is a general trend across similar models.  Almost by definition if some mechanism is promoting transient diversity of belief, it is slowing group learning.  
In our larger study on this topic, we find another potential harm from confirmation bias (Gabriel & O’Connor, 2024). In the model presented here, confirmation bias may greatly slow consensus, but there is always at least some probability that an agent will update on a test result communicated by a groupmate, even if it is quite different from what they might have expected.  Given this, it is guaranteed that eventually the group will reach consensus. However, when we alter our operationalization of confirmation bias so that unlikely data are entirely rejected (as opposed to being accepted with some, even if low, probability), the model dynamics change. This alteration leads agents who prefer A to sometimes completely ignore data that might otherwise convince them that B is, in fact, better. This stronger form of confirmation bias does not just slow learning, it sometimes stops it entirely, leading not to transient diversity of belief, but to stable belief diversity and polarization. This is a potential harm to group learning. Thus, the conclusion about confirmation bias from these models is mixed—some confirmation bias can improve accuracy of a group at the cost of speed, but too much confirmation bias can create so much intransigence that groups never come to consensus.
Wu and O’Connor (2023) point out that this too is part of a more general phenomenon where mechanisms that promote diversity of belief, when taken to the extreme, harm group learning by promoting polarization.  If groups reduce communication too much (Kummerfeld & Zollman, 2015), or mistrust out-group members too strongly (Wu, 2023), for example, they can become polarized, even though at lower levels these tendencies can benefit group learning.
The model we have presented here plays an interesting role in showing that irrational intransigence, in particular, can improve group learning. It can sometimes be difficult to demonstrate conclusively the irrationality of intransigence—including confirmation bias—observed in the real world. For example, I may resist data showing that vaccines are safe because I have good reason not to trust the medical establishment. But in the context of a fully controlled model, we see how truly irrational intransigence might be beneficial, at least in principle. Whether or not this actually translates in a meaningful way to real human groups is another question.  But one advantage of using agent-based models here is their ability to reveal this possibility, which is inaccessible to empirical investigation alone.
Engaging with the Model
We hope this chapter is helpful to modelers interested either in bandit models generally, or modeling confirmation bias in particular. There are lots of ways the model presented here might be extended, played with, and/or generalized.  
Curious readers may wish to try experimenting with parameter values on the model’s interface, for example to test the effects of the intolerance parameter, t, and compare them to our reported results.  One easy test is of the effect of the intolerance parameter on how long it takes a group to reach consensus.  Try running the model a dozen times with the intolerance-t slider set to 0 (use the Go button, not the Go-100 button for this, and be sure to click setup before each run).[footnoteRef:7]  Pay attention to the plot and take note of how much time (how many ticks) typically elapse before the model stops.  Then run the model a dozen more times with intolerance-t set to .5.  You should see that groups now often take much longer to reach consensus. [7:  	Note that there are two Setup buttons.  They work identically, however, there is no functional difference between them.  Two are provided simply for the sake of convenience.] 

It is also easy to test the impact of problem difficulty.  Across similar models it has been pointed out that when the underlying bandit problem is easier, mechanisms that promote transient diversity can be less important (Rosenstock et al., 2017). This is because easy problems can be solved quickly and successfully, without much risk that the group gets stuck on a sub-optimal solution. One way to make this bandit problem easier is to simply increase the differences in the payoff rates of the two arms (ϵ in our description above).  For example, the p_A slider might be set at .475, while keeping the p_B slider fixed at .5, thereby increasing the difference between the payoff rates from ϵ = .001 to ϵ = .025.  To see what happens with this easier problem, use the Go-100 button (again, click Setup first, and move the speed slider at the top-center of the NetLogo window all the way to the right).  A single click of that button will cause the model to run 100 times, and so simulate 100 different groups all with the same parameter settings.  Do this with the intolerance-t slider set to 0, and then again with it set to .5.  The results appear in the Go-100 Results monitor.  You should see that nearly every group is correct even when intolerance-t is set to 0, and that there is little, if any, improvement when that slider is set to .5—because there is little if any room for improvement!  But now restore the p_A slider to its original value (.499), keep the p_B slider set at .5, and re-run the two intolerance conditions.  With this more difficult problem, there is plenty of room for improvement when intolerance-t = 0 and setting it to .5 results in a noticeable increase in the number of groups that are correct. 
[bookmark: _Hlk224898175]Problem difficulty is also affected by n, the number of times a given bandit arm is pulled by each agent in each test; a problem becomes more difficult as that number goes down.  Fewer pulls mean that each agent obtains less data in each round, and are more likely to encounter packets of data erroneously indicating that arm A is better.  Readers may wish to see whether confirmation bias is more beneficial when agents gather less data in each round.  With p_A set to .499, try setting the num-pulls slider to 10, then use the Go-100 button twice, first with intolerance-t set to 0 and then with it set to .5.  You should see that although groups generally perform worse on this more difficult problem, there is still some improvement in the latter condition relative to the former.  Confirmation bias does improve performance in this case.  But that improvement tends not to be as great as when the num-pulls slider is set to its original value (1,000), which is not what we would have expected. Why doesn’t confirmation bias help more in this sort of hard problem, where data is scarce?  It has to do with the details of what makes the problem hard.  When packets of data are smaller there are fewer possible test outcomes (combinations of successes and failures), each outcome is more likely to occur, and agents are thus more likely to accept any one of them when engaging in confirmation bias.  This means that when the problem gets harder in this particular way, the same level of confirmation bias is less able to promote transient diversity because agents do not reject as much data.  
More experienced readers might be interested in running the BehaviorSpace experiments that generated the results reported in Figures 1 and 2. Unlike the Go-100 button, which runs the model 100 times and reports only the end result of each run, these experiments run the model 1,000 times and report results every 1,000 ticks (not just the end result).  The code for these experiments is packaged with the model (go to Tools >> BehaviorSpace, then select the specific experiment you wish to run).  “Stats Output” (found in “Run Options” after clicking “Run”) is the most useful form to request when running one of these experiments (click the browse button to automatically create an output file name).  The output file can be opened in any widely used spreadsheet program.  Note, however, that these experiments can each take a number of hours to run, depending on the resources available on your computer.  For more information about running BehaivorSpace experiments, see the BehaviorSpace section of the NetLogo User Manual (https://docs.netlogo.org/7.0.3/behaviorspace).
There are also a number of interesting ways to explore the model that involve changing its underlying code.  An assumption in this model is that agents are always “myopic,” meaning that they always test the arm they think has a higher expected value.  But of course, sometimes learning agents explore options they do not expect to be successful just to see what will happen.  When agents are more exploratory, they are less likely to lock into bad options (Kummerfeld & Zollman, 2015).  Readers might test this idea by altering the model code (specifically, in the choose-and-pull-arm procedure) to create agents with some tendency for random exploration, and see how this impacts the effects of confirmation bias.
A slightly more advanced alteration involves changing the code to test the effects of group structure.  It has been shown that when agents only communicate with some group members, this can significantly impact group learning in these models (Zollman, 2007, 2010; Weatherall & O’Connor, 2020).  For example, readers might instantiate this same model but where every agent can communicate with just two other group members.  The changes needed to accomplish this would be primarily in the setup-network and the share-and-update-beliefs procedures. Generally, groups of agents with sparser communication networks are at less risk of failing, since there is less chance that a misleading packet of data will lead the whole group astray.  Confirmation bias, then, might be less beneficial to groups that already generate diverse behaviors by communicating less.
Another suggestion for advanced modelers is to test other operationalizations of confirmation bias. We explore two in Gabriel and O’Connor (2024), but there are surely other interesting options.  For example, it may be informative to implement a version of confirmation bias that tracks which sources an agent seeks out.  The current model assumes that agents receive information from all group members and reject some of it, but agents might instead be made to proactively engage primarily with others who supply information that accords with their current beliefs.  In a multi-armed bandit problem, for example, this might mean seeking out or avoiding those who pull certain arms only.  Modelers might try creating a group of agents with weighted links connecting them, where the weights influence the probability of seeking information from different group members, and change in response to the data shared. In particular, those weights might favor an agent seeking data from groupmates who in the recent past have tested and shared data about the arm that that agent currently thinks is best.
One last suggestion involves changing the code to add more “arms” to the bandit.  Bandits with more arms are generically harder to solve than those with few, because there are more ways for the group to all end up preferring a suboptimal action.  Readers could test how and whether confirmation bias helps when agents face more potential actions to explore.  Although we have not tested such models, we predict that confirmation bias will be more helpful for multi-armed bandits than for otherwise similar two-armed bandits.
Altogether there are many options for interested readers to try with this model. We hope this chapter and the model are helpful to those looking to explore further. 
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Table 1.  Model parameters and values

[image: A table with numbers and symbols
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Note: Names in boldface are the variable names as they appear in the model code.







Figure 1. 	The effect of confirmation bias (intolerance) on correct group consensus for groups of different size.
[image: A graph of a group size
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           Note: t is the intolerance parameter, with higher values indicating more intolerance. 







Figure 2: 	The effect of confirmation bias (intolerance) on group consensus over time (Group size = 6).
[image: A graph of a graph showing the number of rounds

AI-generated content may be incorrect.]
Note: t is the intolerance parameter, with higher values indicating more intolerance.
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image1.png
Parameters Values

Group size (number of agents) N=34;5,...,11
Arm A payoff rate (p-A) pa=.5

Arm B payoff rate (p-B) pg = 499

Data points gathered per test (num-pulls) n=1000
Intolerance parameter (intolerance-t) t=0,.25,.5,.75
Initialization of beliefs (priors-max) 4
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